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Paper overview 

 Topic of this paper
♦ Observation of Facebook datacenter traffic.

 Proposed approach
♦ FBFlow

 It is a production monitoring system sampling packet headers to monitor 
the entire global network of Facebook.

♦ Port Mirroring 

 Monitors a single machine at a time, collecting complete packet header 
traces.

 Goal 
♦ Find any deviations from the ordinary network behaviors.
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Software Defined Networking (SDN)

 Datacenter
♦ It runs the IT system applications handling the core business and 

operational data of the organization.

 Network Infrastructure
♦ IP protocol suite

 Network is communicated over 

IP protocol with a set of routers and 

switches, transporting traffic between

the servers and the world

♦ Deployment of Security Elements 

 Firewalls, VPN gateways, IDS, 

and site/network monitoring system.
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1. What does the paper try to solve?

 Informing misconceptions and wrong ideas on current 
datacenter knowledge.
♦ By observing the traffic pattern of Facebook datacenter network, 

many existing knowledge on datacenter traffic could be infeasible in

some cases.

 It may results in redesigning of datacenter fabrics, traffic 
engineering, SDN controllers and so on.
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2. What was the problem before?

 Traffic pattern
♦ Previous knowledge insists that 80% of the datacenter network is 

rack local.

 Traffic demand
♦ Demand has been believed to be frequently concentrated and bursty.

 Packet size
♦ Packets have been known to be Bimodal, either MTU size or 

TCP/ACKs and less than 5 concurrent large flows.

 However, observations are different in the Industry!
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3. What are its ideas?

 Traffic pattern
♦ Traffic is neither rack local nor all-to-all; low utilization.

 Traffic demand
♦ Demand is wide spread, uniform, and stable, rapidly changing, internally 

bursty heavy hitters.

 Packet size

♦ Small packets, continuous arrivals; many concurrent flows.
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Facebook Service Pattern

 When an HTTP query arrives at software load balancer,

 It is redirected to a webserver in it.

 It is stateless, containing no data, they fetch data from the 
cache tier. 

 If it does not hit cache, it fetches data from DB.
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Facebook Datacenter Topology

 Rack is a collection of machines.

 A cluster is a conventional 3 tier topology.
♦ 10Gbps Ethernet connects racks with top-of-rack switch(RSW).

♦ RSWs are connected with 4 cluster switches(CSW).

♦ CSWs are grouped together with FatCat(FC)

 Topology allows to enable a high amount of intra cluster 
traffic. 
♦ Web server, SQL server, Hadoop server, and cache servers 

exchange data each other.
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Proposed Monitoring Scheme

 FBflow
1. Netfilter, nflog is inserted in a machine’s iptable rules.

2. It parses headers, extracting information, source and destination IP 
addresses, port Number, and protocol. 

3. Log aggregation system, Scribe, receives the parsed headers with 
machine name and capture time.

4. Taggers adds more information like rack and cluster ID and make 
them JSON objects, and Hive gets them and store them for data 
analysis.
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Provisioning

 Study was on the quantity types of traffic across from its 
intensity, locality, to its stability.

 Study was done on Hadoop, Web, and Cache clusters.

 Most traffic is not rack local. Its patterns remain stable in 
long and short time intervals. 
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Utilization
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 Facebook network has recently changed to 10Gbps 
Ethernet.

 Overall access link (links between hosts and their RSW) 
utilization is low.

 On average, the rate of change in Facebook is twice more 
than other systems.

 Most loaded links are light around 1 min time scale. 

 99% of all links utilize 10% of the bandwidth

 Hadoop is the heaviest cluster, 5 times more than the light 
load(front end)

 Utilization rises with higher levels of aggregation.



Locality and Stability
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Locality and Stability

 99.8% of all traffic sent by Hadoop server goes to other 
Hadoop servers:
♦ 75.7% of it goes to the ones in the same rack.

♦ All the remainder goes to other ones in the same cluster.

♦ Hadoop traffic is either rack-local or goes to 1-10% of the hosts in 
the cluster.

 Other server's traffic pattern is different from the traditional 
tendency.
♦ Rack-local traffic is rare.

♦ Web-server cache’s intra-rack locality is minimal

♦ Frontend cache send traffic to Web servers(88%)

♦ Due to load balancing, traffic is spread widely. Cache follower 
communicates with over 75% of the hosts in the cluster, including 
over 90% of the web servers. 

♦ Cache leaders maintain coherency across clusters and databases, 
engaging in intra and inter datacenter traffic.
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Locality and Stability

 Traffic within Hadoop is homogeneous with a very strong 
diagonal. 
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Locality and Stability

 80% of Hadoop traffic is intra-cluster.
♦ Because Map tasks are read based, some processes do not fit into 

a rack, such as shuffle and output of map reduce job.

 Frontend in the center shows three different rack types, 
none of it is rack local.
♦ Web servers talk with cache servers continually.

♦ Its different types are deployed in different racks, leading to low 
intra-rack traffic.
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Locality, Stability and its Implication

 High intra-cluster traffic locality is due to a low cache hit in 
a rack.
♦ It comes from users’ extreme diversities, different personalities, 

relationships, and events. Each data cannot be cached although 
users are partitioned.

 Contrasting locality properties of the different clusters 
imply a single homogenous topology is overworking in 
some regions or congested in others.
♦ This tendency may be useful and its stability implies that 

reconfiguration to load balancing may not be required.
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Flow Characteristics
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Flow Characteristics

 Hadoop traffic flow is short. Its traffic demands vary across 
nodes and time. 
♦ 70% of flows send less than 10KB and last less than 10 sec.

♦ Medium flows send less than 1 KB and last less than 1 sec.

♦ 5% of the flows are larger than 1MB or last longer than 100 sec but 
never longer than 10 min.

 Facebook’s internal service uses a form of pooling.
♦ Long connections but low throughput.

♦ It is prevalent in cache followers. 

 30% of flows are less than 100 seconds in length

 40% of flows exceed 10 min capture period.

♦ Flows are active for a millisecond interval and has a large time gap.
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Load Balancing 

 Hadoop operation can be improved with traffic engineering
♦ It has periods of varying network traffic, many jobs of different sizes.

 Others’ load distribution have already been optimized.
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Implication for Traffic Engineering

 Heavy Hitters are sets of flows taking up 50% of the traffic 
volume.

 Long-lived flows seem like potential candidates for traffic 
engineering. 
♦ However, heavy hitters must be identified and scaled to measure to 

do it, and they are not heavy in the network.
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Per-packet Feature & Arrival Pattern

 An average packet size is 250 bytes, but is extorted by 
Hadoop traffic. 
♦ Hadoop packet is bimodal. They are all either MTU length or TCP 

and ACK.

♦ 5-10% of packets fully utilize MTU. 

 Contrary to the common belief, Hadoop traffic does not 
show on/off pattern. 
♦ It is due to many concurrent destinations.
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Arrival Pattern

 The inter-arrival periods for flows coming from all four 
hosts are shorter than those reported in the literature, but 
varying degrees.
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Buffer Utilization

 Facebook’s network standing buffer occupancy is non 
trivial, and is high in the web-server case. 
♦ Link utilization is 1% of the total time, but buffer is taken up during 

each 10 us interval.

♦ Maximum buffer occupancy in the web server rack meets the limit 
for the ¾ of 24 hours. It must not be.

 Buffer tuning is required.
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Concurrent Flows
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Concurrent Flows

 Web and cache racks communicate a large number of 
nodes. 
♦ It is contrary to the established knowledge.
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6/7. Limitation & Opinion

 Limitation
♦ Captured traffic from a few hosts at a time without counting packets 

having probably been dropped.

♦ Inability to evaluate effects like incast and microbursts.

 Opinion
♦ Sometimes, knowledge does not go with reality. Knowledge must be 

tested in the field, and one must brave to tell others on one’s 
findings.
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Thank you for your attention!

Any Questions ?
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